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Review il (&

1. ZGtHYReliabilityiB B A LAERAB L MER

JZEL!
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Reliability: measure of continuous “service”
= MTTF: mean time to failure

Time to produce first incorrect output

= MTTR: mean time to repair
Time to detect and repair a failure

= MTBF = mean time between failures = MTTF+MTTR
Failure in time (FIT) = failures per billion hours of
operation = 10"9/MTTF

= E.g., MTTF = 1,000,000 hours 1,000 FIT

MTTF . MTTR ~ MTTF . MTTR

Correct Failure Correct Failure  Correct

3 Way To Innovation



Review

2. RS AR LARRFHMTTFAIMTTR?
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High-level steps
= Units built in a way that simulates factory methods
= All components evaluated: electrical, mechanical, SW bundles, firmware, system
= Interoperability
= Failure diagnostics and iteration with design team
= Potential beta customer testing

Extensive testing
= Accelerated thermal lifetime testing (-60C to 90C)
= Accelerated vibration testing
= Manufacturing verification — accelerated stress audit
= Reliability of user interface and full rack configurations
= Static discharge, repetitive mechanical joints, ...
= Dust chamber: simulate dust buildup
= Environmental testing — model shipping stresses

= Acoustic emissions and EMI standards

= FCC approval (US), CE approval (Europe)

= Power fluctuations and noise — semi-anachoic chamber
= On-site data center testing — TPC benchmarking

5 Way To Innovation



Review i ()

3. RAID 0FJRAID 1/1+05 RIBH AR S?
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Disk O Disk1 Disk2 Disk3

RAID 0: Non-redundancy (sharding)
= Best write performance

= Not necessarily the best read latency!

= Worst reliability

RAID 1/1+0: Mirroring (shadowing) ~ SkD RISkl Diskz2  Disk3

= Half the capacity

= Faster read latency: schedule the disk with
the lowest queuing, seek, and rotational
delays

% Way To Innovation




E § Contents

ARG

E_akp Google File System
Hadoop Distributed File System
SBMERs SitEENES

E: AR NAEBHEFEERREL

‘Il
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REURL RIS

W M= ( Monitoring )
OpenTSDB Amdari

BRIEEZR

( Operational Frameworks )

E &M ( Benchmarking )
YCSB GridMix Background

WIE W (Ingest )
Flume Sqoop Kafka

ETL(ZH, %R, #%iR)
Crunch , Falcon , Cascading , Oozie

VIR

( Data Integration )

354t ( Serialization )

Protocol Buffers , Avro

TCIE ( Metadata )
HCatalog

5 4t TR (Tools )

Pig, Hive, Phoenix

BRD

( Data Analysis )

%3 #7J€ FE (Libraires )
MLIib, SparkR, Mahout

3 B & (Interactive )
Dremel, Drill, Tez,Impala
Shark, Presto, BlinkDB, Dryad

#t2b ¥ (Batch )
MapReduce

Spark

= ad (RealTime )
Druid , Piot

ITHEESR

( Computational Integration )

5|2 (Engines )

. (Streaming )

Storm,Samza, Spark Streaming

E4R X (Iterative )
Pregel.Giraph, GraphX, Hama

Flink

R EEER

( Resource Manager )

Paxos

Mesos

Chubby

2 Zookeeper
( Coordination )

BASE
REFH ( KeyValue )

Dynamo, Cassandra,Voldemont BigTable ,

X477 6& ( Graph )

CouchDSB , MongoDB

B Ff ( Graph )

Neod| , Titan

ﬁ&ﬁﬁg ( Data Stores )
5| 7% ( Column )

Hbase , Hypertable

Megastore

Spanner

ACID

MESA

CockroachDB

LR HRE
Hadoop X &R #HHDFS

NHRE
( File Systems )

CEPH 3 R

Parquest

Tachyon
(O)RCFile

Way To Innovation



Acquisilion Storage > Analytics >

Generation
. !
Universe Logfiles Crawler Shared-nothing Data Web
observation parallel database mining mining
_ WDM Data —
Webpage Integration Statistical Multivanate
- = analysis statistical
Government Radio Dhata NoSQL - analysis
sector telescope cleansing Text mining
2000 || semesccmrrrrsmessessemssr e s s et TR T IS ssesssssssssssssesssssssssssssssssssesssssmsessesssssssssssssssssssesses
q SINEess Data . :
= Bpsingss cOmpression Foodle Multimedia Network
j= data pres mn_ale He analytic analytic
= r : po— system
= SDC]dl_ Enwmnmem -
2005 || network || monitoring [Deduplication | Recommendation
arge-sci Mapheduce| | PNUTS MongoDDB - :
scientific IEI _ Optic @ | — Jus = | | Mobile Social network
EKF’E‘” men £ interconnect | Drynabdo | l Diryad I E]HJFHDH I ﬂl_]ﬂl‘.,"['i{: ﬂnﬂ]}.‘[i_f_:
: -COMMETce 3
[ m [ Woldmaort ] [ HIIL’[H.]'III:I | {.'ULH'_'I]DHI
[ = ] o] e | Ot
| detection
Mohbile

detection

COMmmunity

Way To Innovation
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|Eﬁi1'§ ' AT I | F b R, I

SRS ST IRETAES (St

TS N (SR, SRR SR ) I
HREEE (ERoRE. SN, SETEEE) I

ERRETE (RtEo X, HEEE UESRE.
EETE. mEt. EiETE )

maE

HEEE , SiTieE, s

Ok A i
I B o A

X
]
=
3
5
5
e
&
[
3
[
il
EIE
&
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1. ﬁ@?éﬁ% FHEEE, JEWE. Y BEY. SrREeANE
Flto

2. FUEFMHE: EESEMFN¥EmisdE, SRR RS, 8ET#
{5 (Key-Value) By, BEFX# (Document) , iXEETF%I (Column)
FIEIZ% (Graph)

3. [EEEE. X—EERATRESRENSIARITIERE, LEEEREY
HEEESAREBR.

4. FREWEE: EFABRHNRSR, EECTAXIRBEIVRES. ohUiE, —&
AR R EISCE S TR,

5. ITEIEZEE: SECRAMNEREEERA, Anlly, x8AY, SCARYRY,
A IEFMECERY

6. FIEDTE: BUEDT(EZR) TE—LLHIEAMRRETE,

7. %HE%EJZE: ERMEST TERTAZINSMERTE, SiEXTEiE
EHENTE,

8. BFEZE. X—ERHYT ErVteein N EIEFAEENNIESE,
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XHRFE

BFHBEFHINERERETAFRITENNHRREE

GoogleX4&E %A (GFS)

Hadoop MX/{4&% (HDFS)

CephSU&ZE S LinuxRE S F PB ol GRS
Tachyon: SR EIDHARETEXIERS

GlusterFS (FrTiRSSE4EH), SHEFRERSR)
GPFS/pNFS/PVES (OrangeFS)

NUThWN =

MR GHRI—LEREAR

1. EE1TEFE vs. EE5UEFME (RCFile, Parquet, ORCFile)
2JE4ERAK (2014 SIGMODZRR)

3.44MEEHEAR  (James PlankZmiR)

4 TTEHREIERR (EERFIARLGRIR)

5 ENTFERN  (Toronto, MIT)

6 FBIFMENRMNA  (ehRE)
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HEEFER

Xﬂ‘;égi (consistency) EKAIEIZAE, DN EIEFEREE, 975 SACIDFIBASE
RAMEFE,

‘ACID: JRFM (Atomicity) . —3t% (Consistency) . fRE (Isolation) . A
& (Durability) . ACIDHRI—EU4EE KGR, SFHITHER VIR FEEUEEN—
MRS ZE B —EUERS

1. Megastore,

2. Spanner,

3. Mesa

-BASE: EZAE®]FH (Basically Available) , #UIRES/FMESS (Soft-state, BIAZSATLA
E—BRNENAREE) &4 (Eventual consistency) .
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xR BrrE A |

Hbase g BN, RIEEMEIER . AR RS BFES
B TE R Cassandra WCRF SRR, 1 EHRRER, R —Hk

Hypertable EFRFIOE OB IERAMONLE. | |
, L AR A isonfV 77 08, FRBIAEREXS
SCASTENR e ). ZHELREENSHEEFRER VTS|, ERXR
| FouchDB RIBEN AT,

T’I‘okyo Cabinet / Tyrant |
kev-val T?-ﬁﬁ Berkele_\' DB ﬂlﬁﬁﬂkeyﬁﬁﬁiﬁlﬁavalueo —ﬁ*iﬁn ﬁﬁﬁ*ﬁ
i Mgm_caghg_pﬁ value 1183, BE2I. (RedisB & 7T HMIhEE)

Redis

Neod] AW RORETR. BREGERRRERRREEE
i BT, MARHEATHE.
Eﬁiﬁﬁ% dbdo BHAVAEMYRISS MSERESIRE, BIURHT
L Vesant  AwFmSE. 00
mifpimg BerkeleyDBXML  SRMVFAXMLEIR. HXFowMNSERES. i
.F‘mm BaseX ' XOQuery Xpath |
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FFESEE

- HEEEEE (Cluster Manager)
Yarn & Mesos (UCBZ=ARIEXNSDI) & Borg (Google)

- JEAE (Scheduler)
Capacity Scheduler
FairShare Scheduler
Delayed Scheduler

(Infocom 12-14£, MIBCIREZISCH, RBIEX)

iEzs8 (Coordinator)
Zab: RAIIRFE—E 58 (Apache ZooKeeper)
Raft: 5ZabZ&{LfEE
Paxos: EXHATTINEFE—EHEEL (Google Chubby)
Lamport (The Part-time Parliament 1990)
(Paxos Made simple ACM TOCS 1998)
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SE [
LT K
7% R 1 i Tk
e Spark M3 THEE R UCs & #)
1E {78 : —
Flink 3 LT Spark Apache
‘_I_ Fak 7 | MapReduce
1 Pregel R AL Google
.2 o & | Giraph Pregel & i i
% BRA GrapF:'u}{ E -E-TT#&JE-H-'?'T UCHa i #
*E Hama ETBSPH 7 & AT K9l ¥
H0 Storm AECAE L AL E Twitter
N &, | Samza AEEE R LinkedIn
Sparkifi AR R e Ak 3W SOS5P'13
Dremel REGE L E A Google
Drill Dremel &7 F . hR
% & 5 | Shark Hive on Spark (HQL — RDD) | SIGMOD’12
Dryad T DAGH) #iTE045 L 7K &5, EuroSys 07
Tez F] Bl Yarn #F Dryad & #F % 3 30 Hortonworks
5 Druid TR a6 X Lot G68 2 4% | SIGMOD' 14
) Piont a4 FLOLAP # it LinkedIn
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FEREE L ER B
1 il A
Hive Pig
( BUEHHT) (8UED)
Shopras L TG e, S o
e MapReduce/Yarn Samza/storm s
o 5% (fRiREn ) (fRieEny )
-l e— e ——y P
E éE "é o HCatalog Hbase Redis
2 n@ﬁ (CEOEEE ) | ( 8UE=H )| (BUE=R)
g o R
HDFS i
( 356 )
........................ 1f_--_------__'----_-__----1__-_--__--
Sqoop/Java NIOEH/MQ PAEDRE

HEEWNE

1T |
YRR H {hE
:
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FaBEEE NS
i it o
Hive Pig RERR
( BUELHT ( BUEDHT )
;E —~ MapReduce/Yam Samza/storm s
= 8% ('M)' (RIZEE )
Al 1 ] — i
g 0 "é o7 HCatalog Hbase Redis
*ﬁ 3 R (FEAREE ) | (sErreE (BUEER)
. == | =
T i T
- (ﬁm)
"""""""" et S R
Java NIOfZ4)
il
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FLAEER LIRRA
Tf """"""""""" if """"""" T AN T ]
E - Hive Pig HIESWE
( SBUmSHT ) ( BUmSH )
il i P
'¢‘ —_ MapReduce/Yarn Samza/storm T
o | |8 (e ) (fEizem )
c By ¥ 4 = e e T N T IR | TRV S
HCatalog Hbase %
<p| |8% L Rk (#iEt
*ﬁ <J SJHH_ ( (mm@g) ( EETFE ) 6% ) ]
e
_ (xpE)
, 1f = || sEsmeE
MQES{EH

1
Gl -
SR
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)

SHEE )
il
i

Ambari
ZooKeeper

(ERE

(F&

= &R
1
:
gzﬂ
.
0
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AR
AR
BEILEITE
RN

MRS R

Iz F L
« ESISTE. ERIEERR. BIBRMSIASFRE
« I/OFER, CPUEER, SHESF
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GoogleZ:t3 &

MapReduce BigTable

Google: ZRfIIRHE

= GoogleX(HFEFHGFS(Google File System)
= FITEURELTE MapReduce

« E13{LEESR BigTable

= SHIVEERE Chubby
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PSEL b
Yahoo, Facebook, [8 = HE: HadoopZEis;

| ''''''''''''''' = | ''''''''''''''' = I ''''''''''''''' |
|

' ETLTools | | BIReporting | | RDBMS
S e e FE _-
Pig Hive Sa00
(Data Flow) (SQL) q00p

MapReduce (Job Scheduling/Execution System)

Hbase i‘-l-%

(Column DB)

Avro (Serialization)

Zookeeper (Coordination)

HDFS %& [=]

(Hadoop Distributed File System)

The Hadoop Ecosystem W 0 [ a ] 0

25 Way To Innovation




Hadoop

Yahoo! ERFERIRHIE

— MR HAXHRFEFHFHITHITIAR

1L P {EiEh IR g S £
ApachefX (B2 TEI—FHIRIRE

I -~ - o ’ == T-'.’/) — R
— 1 - - L S ‘
vy . - P e EEp—— =

- e

FEROALERTREESKD
sl Fod ko) d fada d s o Yo 3 5
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HadoopXEsic

20044F-- R=AIAYRRZA GR{EFRAHDFSHlMapReduce)H
Doug CuttingflMike CafarellaFFIg3Ent,

20065F2 8 -- fERAIMtETERIPARAHadoop,

08£E48-- miEtHREHR1 TBEUIEHIEEI0 M = L
A3209%b,

0953 H-- 171 EEEE 2324 00051183
125E48-- Hadoop f&xEhR1.0.2,
175E1H- Hadoop 3.0.0 Alpha?2

2010458 2011584
20084F15 200874 S S & ——
20074 X ) C ) R
20055F#) = Sy P 2 =
20045 —(® — e - - louderaZtdh
- @ Ju 4 A 84+ udera?
= —®— el X , Clouder aititH kTR T Ptk P S
“ r HadoopFiy Hadoon A8 COHC 7 e Fimithl.
T CHFEEE | | SEIHE g R CDH AR et Rtk
GoogleB S $.: ol HEARAY Hadoopfi BIEE ”‘é’ '“':}::_rgg‘l’l‘ g e j HiE Hﬁdjué?:n - InfoSphere
55 = LhFE. = —_— s e 31 glnsights
e v LR - gl R 2 memme
MapReduces ATIfEQ‘J lil:;ts;j:/ﬁ\ﬁltt
MapReduc V. =

H adoop x=ig

C HadoopROSHEF )
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SRIG

HadoopAHS= i ()

e §f (Scalable) : gErJ&eltl (reliably) fZHEFRLIEFIEFT (
PB) #iE
R4 (Economical) : ®JLAES EE=SEREIIRS SRR kP &2 LA
B IBEhiE, E’%ﬂﬁ%ﬁ%ﬁ%‘lﬂa_ﬁ?’l\"ﬁﬁ

SUEE (Efficient) : Eida&EUE, HadooprlLATEEURFFERIT
R EHTHAIEE], XEEELIEIEEAITRIE

aJ5Ef% (Reliable) : HadoopgéBziitbifiPEiRRIS SR, FH
TS A S aE B E R (redeploy) iT5H{ESS.
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EFESIENTH

Use The Right Tool For The Right Job

Hadoop:

When to use?

- Affordable Storage/
Compute

- Structured or Not (Agility)
- Resilient Auto Scalability

29

Relational Databases:

When to use?

- Interactive Reporting
(<1lsec)

- Multistep Transactions
- Interoperability

Way To Innovation



BRARE

HDFS — RT=fi%, S5
HBase — 5I1Ffi#§, Key-ValueZiERE

A e i |
MapReduce — i+ E1&E!

T T T T T =TT T T T T T T T y

' ETLTools | ! BIReporting | | RDBMS |

e - D -

Pig Hive Sa00
_ (Data Flow) (SQL) 1P
-E -
g :
:E' MapReduce (Job Scheduling/Execution System) "';'E
= =
=] b
o =
< Hbase P
2. (Column DB) o
S 5
= <
=
9 HDFS
(Hadoop Distributed File System)
The Hadoop Ecosystem
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£

it GFSRYTNHL i

GoogleZE— NZIFEBEFMINHEHRA
» WESENSHILNHRRSEE?

| EEmLE R BRI AT i
TEMHBRRGRE?
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121+ GFSHITHN

B AR ERIBNINEFAXERSR? GoogleFfH

[1i7: 8] [ Sy e N
« AHXMA—TESHAERE
« SEHRTERLL, XIHEEXE;

» RERDRINHEFEASEIERERENMEEMAEE
=IBEE. XIERERREINSIEEILEEARFER,
—B5%, XHREREN, mBEEEEIRFEE;

« MAREFHINXAERFAPIRIDELIZIT,

1B T BN RS

RIRiEHE. ECUEE AT GFSRI—E HHRBI X KR

TXMERS, Bt aREER

» BRSEETEELLRIENEER.

32

SREEAIGAIE;
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- GFSHg RIS

- WE BRI IV RS SHEE?

- LZE A LATE—HEBR (T EA R sAYER G EraEE T
YD IV ERSE?
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34

- GFSHIRIES Bix

- B HTE R

DA

TR

RGN IHKEE ZIRAVREAZE R

R XA R R R RT =14

FEBT

AL

R R IMEUEES
et B, MiESAFIRESREL XS

¥ HREEXER "BNE" . "BAE" FED
- BRFEART R

. BRI R T A RER
FEBRARRT G

GBEKTBEZ, MBEMNZ8ESZIFF K
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« GFSHISCIRERIS
— B DRETFHER (Chunk) =#
« B PMREIEXRN (64M)
- BERFKIRSUEMS
« BN EUERE/DEINHIERIRS s E R
o FUETURIAMIEER?
— BT " mastersKiEEURE IR, JTTEURFE
« EMEER, BRRETTEEE—EE
- B2 F
*Why?

Way To Innovation
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36

« NP RIFHE

A B (free space)

A B A (free space)
A (free space) A (free space)
A D A D (free)
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GFS&51y

Application

(file name, chunk index)

GFS client |

37

(chunk handle,
chunk locations)

(chunk handle, byte range)

GFS master

File namespace

- /foo/bar

chunk 2ef0

Y

Instructions to chunkserver

Chunkserver state

Y

|
-

chunk data

GFS chunkserver

GFS chunkserver

Linux file system

Linux file system

Bl -

99
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=15
LT

B Master GFSHIESHEH 5
o GFSZE BIEER 5, (R
BRGTTAE.

Application| : 'FS maste
i (file name, chunk index) _ GFS master _» Itoo/bar
- )
GFS client |4 File namespace chunk 2ef0
uhunk h mdk
reend:
B Client GFSI2{HZ5M R
FERFIIEES (4 tiAIa) mmm)  Data messages
—— f by - Y ‘ =Y
Tﬁl:lo Instructions to chunkserver 1 — Control messages
C'huni@cr N
(Chunk handle. byte range) 1 ¥ 8 2 L
GFS chunkserver GFS chunkserver
A\ chunk data . ) . Y I
@ Linux file system @) Linux file system

909~ o9

B Chunk server GFSHY

HEFET R, KON E
TE (64MB) .
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G FS?SHE—ESI %

HEA—EE AR

o GFS fERRZINLHISRIREIEIS Z 1 R AHIZHEE AT

1%—;JIIJ\F' —E%E,

5—HIZIZ M EPinF &S ABGENIRE—34HINER

GFS I\/IasterJ chunk FBEBMGEEF—PEIR, 1X
DNEIFREANTTIR A TEIER, EEIAFTRAREIAR,
> HEEUZI—(EQIFE_/I\"E'HU%Z chunk B9 A, REIZARNR
BFIXNNE, XEHFRE 7 2BIE—201E.

Y
>H

ZIHLHIAIILT

E_HI

39

HFRHN T IREE Master E’\JD’HE, H

|ZAFERY chunk server SEEIERKZINFRIZHE.
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» GFSEiiE

P Rl e

L. B 5
47 _step 1 : ] AR BGAT T i
| Client |o Master ‘ 2y, RAEICAh S A A5

i o 2
3 B Sttty
2. EIRS a%10] 82 - He byl
£ L R TEAth gl A< iy 7 1

Secondary |=
Replica A

- 3. % AL S HE L 2 i
6 FRIABEEAN (R4S |
IIFs 4. P 1 BRI AR A L2

MEEAE G, wPPLGEY
oK B

A

=

Replica e 5. EYHE G RSP P

Legend: () =4 ) AR
6. i fi — 4 143 J: P
Control WA ] 28 5 Il %1

Secondary | = Diata .
ReplicaB = 7.1

Y

o, 0 ovValion



+ GFSEFITR

- XAPIOIRSB R
LA {EMEINChunk Server
‘MasterZEXFZH TG Chunk ServerfJiER, H1IE
HITHREIYE
AF AR )R
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+ GFSEFITR
- NEFEUE

» GFSHISHHRIFRER D Bt

E=5, {FRACacheXdtEEEREAK

 Chunk Server 9%

/

=B

RS, FHEARNES

IS ZR g, R

HANChunkiZBUnEE, 4R FESCache

;fAEJﬁ'EEE, Cache53CfrEUE

A<

42
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+ GFSRFFR

- TFEF':L.\-F%TE'.
BEEF)FHChunk Serverf93 4R % FENChunk, sC
UINEI=!
« HFSMNARETRAAEE, FITFHFA
IPESHIGFSA =g mMChunk ServerfYtaE

- IR ERNIEEEO
5ET:E1 HRERIPOSIXiajiE
PR GFSRISEINEZLE
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« Mastero {55

— (FhEciR
- X ¥R FZEEERS MR
- 'EChunkServeri_ﬁHEH 3T S
« RIXIES, HERT, IRIFEUERNH T
- %&?Eﬂﬁ']i% =F PN ksl

Xj‘ChunkServerEl’J SE)SERFNAIREE A TR,
BEURF 11%%!]1}5@1@?8’]&&

. 5(1*51 EREHTER. 5EEIChunkServer
« —BIIERTRFVNTRIEE, FAREFIRE

IS
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- Masterp {2
— Ktk o)i&
« EHEPICEMIBREE, FREUEAEE
o S \S[a| RIS
 SERNIHHIRIELLERR. BEXE
- FRIBEUER IR

« TRNFRIHRVEEER, FHRIPR
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« Masterp 2#iiR
- Rojggm/ U EiEFE R Masteri9= 5=
— NMEAMastensBEGE, (NATHREITEL
- ERinEFITaE

- XEAARTRIEHER (64M)
— HUREMEZHPrimary Chunk Serverse

it

IF

46
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- GFSRYESaHH!

— Masteraig

« =25taE: R =E (BREM) . Chunk5343
EI’JM&EJ“L‘,L&ChunkaZIKEI’Jﬁ%{E B

- BIRB[ET HEHRMSTE, Chunkg|™NMEEFET
ChunkServer, MasterHINtfERTRIIRE

47
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« GFSHYEEEHH
— Chunk Servergis
« BNChunkBZ 1M FERIER (BERZ3T) |, oolFET
ARIRSSes
e F/MNChunkX X5 EFBlock (64KB) , & BlockXd
NWN—32bitAIEEHS, (RUEEHEIER (B3R Blockigiz,
NFEFZE2=EHMMChunkglZ)
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« GFSHY{REZHNF!
[RER (Snapshot) ZERXIEXM/ HFRHIT—
"I " e, ERZBIZIENAG/BRAI— 158
ISEFHS BinN 4/ H=R.
+  GFSH{EERnERIcopy-on- wrltemr&ﬁJ*_EJZH%EE
N TXEN G Snapshot, BicmEF 101X AGHY
'ﬁﬂli , EEEINX N NARIETE chunkgIs | FHIHEL, LS
1'%6511‘&%chu nkBY=¥E WA FTEIchunk,
o JTEANSHEHITSnapshot AN T :
@) @%Leaseﬂ%ﬂﬂ&lﬁliﬂ“ﬁ#—ﬁchunk—%d‘ﬂlﬁ, (F1ERSSTAHRY
5iRSS;
@ Masteris AR EFTEIEER— 1 HFTHYSnapshot3 {4,
® XIHITSnapshotBISUEHRIFFE chunkiZins | AT ;
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— ':"%— FAR5588(GFS Master)
- BRBIRFE AT BN e = R — 1 ERFE

- RGN FRES=NES 1’EH9“I‘EU§%|JTZ‘ZHI§%%§E’\J§
S E T {ERTE]

% ? SRTRRYTEEER TR, FEILTRTERIE RIS
pe
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« 18

- FIRSEEEEEMNE L EeR t?EI’Jw,mZ—

- oIS "B EIRSSESHIETE VEg , —
_S_EE%%‘ %ME‘E‘ﬁ 2T

— RS ERDB RN, FATFim{NEISTTEEA
BB E(1EFRE, BaxxaEESchunk serversii{T
— {3 HIiﬂa%_fL,chfllaxiiﬂll%{lf&iﬂﬁFgf%'r_&c, S
MR SRR, AEIIETIR S,
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http://zh.wikipedia.org/w/index.php?title=Mirror_(computing)&action=edit&redlink=1
http://zh.wikipedia.org/wiki/%E7%BC%93%E5%AD%98

=)
=2

‘GFSTEGoogledRIZERE

— HII501MNG FS&ﬁ
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SH

HDFS

O A

o HDFS(Hadoop Distributed

File System). Cloud Applications
o BEGFSIKIT.
o Eﬁkﬁ&&ﬁ*ﬁ SSEIEN Eﬁj\ MapReduce

U RSE.

o ETEEG.
* EHadoopR REEIFET

e

Hadoop Distributed File System (HDFS)

A Cluster of Machines
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Hadoop£EEs

54

Switch
I 1
1000 Mbit
Switch 00 Mbi Switch 00 Mbi
1 bit 1 bit
& I:I
TaskTracker/ _\ E _\
% DataNode — JobTacker
TaskTracker/ E_ 1]
DataNode —| Namenode
TaskTracker/ E TaskTracker/
DataNode _ DataNode
TaskTracker/ TaskTracker/
DataMNode DataNode
TaskTracker/ TaskTracker/
DataMNode DataMode
TaskTracker/ TaskTracker/
DataNode DataNode
Rack Rack
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HDFS

Name Node Data Nodes

Data

Hadoop Distributed File System (HDFS)

« G5 TR  BHIHAR

- AEEHKFENGF XN ERFLEBE

« & & X4, Block ,DataNodez 8]  « 424* T Block ID#/DataNode A&
By RS X & o A B ST X A
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RGN ] (&

_ MX{gFNBlock&a=F=a, 3{4FIBlockhd
HDFS Architecture mgi=Ea, S/ BlockfIZDa9(iIE

Metadata (Name, replicas, ...):

Metadata,mps’"( Namenode /home/ffoo/data, 3, ...

Block ops
Read Datanodes Datanodes
1 | |
H = - — Replication o = L
L] - Blocks
S \ S )
N Y
Rack 1 Rack 2
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TURALE

Block Size = 64NMB
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NameNode¥ T EAT?

FF AT EE

» REIREERBEEVRER ERITEIENM, HPEER
BfEraERIRsimageFTERIRIERE X fredits, HE
PREIE, FMBRNTEEHENEIRERHTEE.

« HDFSIERIE{THY, MIRXHEED], BHMRBREEA
REFRRTTEIESE, TR EASCREAEE
RIBEI {redit logHR,

» MIRFD=XA (IEEXA. BEXA) B, REPRT
HIRRBASEFE, REFEHNFMATHREERIESEKR. Bt
. S EHMENTAIRE A SR#HEBRRAEEFE. S8
fIHDFSHY, P REEfsimagefleditsIFRAFTIENAT=F
mga_ﬁé# B, 1BEREFRIfsimagefleditsIXEHEAN
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NameNodelETEX

Secondary NameNode
= JENameNodeldfsimageFedit logMNamenodeEFHIZlIIG

BB
« J&fsimageldedit log&F, FH~=EFRAIfsimage (RIDB
)R 1))

= G ERIETAYfsimage E{EL5NameNode
= iabRNameNodeFRfdedit log

[i¥]: Secondary NameNode{{XXFNameNodeFRc&iiE
RIESERE
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THE CAST

People sit in front of me
and ask me to read/write data

CLIENT

There

is only ONE of me..

We store data..
..there are MANY of us
sometimes even thousands!

..and I coordinate
everything around here

NAMENODE

DATANODES

62
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HDFS5S

13F=2(1)

63

REQUEST FROM USER

BLOCK AND REPLICATION

e T,

" -

{ Mr. Client, please write ',
|\ 200 MB data for me |

i
n

.____::____ _ — .-'_'_'::ﬁ T
s R [
{ l"IT'lI be my pleasure. | /=

But--

—

s T,/ Ahyes.. please: K‘_
[ -—-areyeunot | [ g3 divide the data |
. forgetting | iy 128MB blocks
\_semething? /| b)copy each block |
- — % in three places /

WA N

- .
{ A good client always knows |
| these two things: /

el

BLOCKSIZE: large file is divided
in blocks (usually 64 or 128MB)

/

-
S

REPLICATION FACTOR:
each block is stored in
multiple locations {usually 3)

DIVIDE FILE INTO BLOCKS

ASK NAMENODE

NAMENODE ASSIGNS DATANODES

0 il
R KNANNIEN 3
EE e bbbt b sy it
R R MK A KK
EE S SR
LS

e — - T
| "= First-- I divide the \
\ big file into blacks |

by

,
o

._.-'"- Bt
¢ Lets work on

| the first bleck

Mr. Mamenode: please help
me write a 1I2BMB black
with replication of 3

f.-_____-— - — -
/ Replication 3.. Hmm.. T’ﬁ'ﬁg
need to find 3 datanodes

for this client

How do T do that?
. Will tell you some other time /

-
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HDFS5S

0F=2(2)

~
Here you go buddy., kY

' Addresses of three datanodes.
I have also sorted them
| In increasing distance from you /

By e
| thanks! |
. A

CLIENT STARTS WRITING DATA

-

.'-I-’ -.-\-\'-\_\
[ I send my data (and the list) fo

' first dotanode only /

. - L

— - e
[ Istore the data |
\ in hard drive, and-- |

I
WHILE T am recieving
data, I forward tThe same
"-.,\du'rn to the next datancde /

-

i
i

{ T'll do the same I| —
kwhut previous guy did )

L in chain..

e x
{ T am the last "

TA..DA.. REPLICATION PIPELIME

INFORM NAMENODE WHEN DONE

IC:

Once all data (for
this block) is i—

written to hard disk
send DONE to namenode

Done
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HDFS5S

13F2(3)

Block successfully stored '
. and replicated in HDFS

/ When I am dene with a bleck,
I repeat the same steps
with remaining blecks

N

WHEMN ALL BLOCKS ARE WRITTEN.. REEAP

All blacks written,
please close file

€

e
I Case closed !l .
[ NOWIstore all meta | N
| information in persistent / —
. storage (hord disks)
Mo

.-'"

.
h Y

=

'I divided the fura in blocks :

\ Replication Pipeline /

'\-\.\.

——f-ur' each block, T
I provided address |
of datanodes-- )/

--we stored data via |

- --'-'-
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HDFSid#E i

REQUEST FROM USER CONTACT NAMENODE FIRST.. — T
- T — I ';EF-"‘! h(Fﬂ#fT EE; ;:‘“ blof;ks
Writing file in HDFS -- cheh Please ai h II or this file, isto
|I Whg‘r about reading them? | [ Fle n: g;:: ?‘;Fﬂrn 0 | datanodes for each blac!-c
Let's ask the client again.. ‘/ (sorted by distance from cw
T Mr. Client, please read | T ———_/
this file for mgy
— —— nier . va Block 1: at DN x1, y1, z1
) 4 ff—\%\:_:* i Filename : Block 2: at DN x2, y2, z2
[Roger... — Block 3: at DN x3, y3, z3
\-«—-f’) ..and so on...

/-"‘ — DDWNLOAE’.'_D_ATA o — ___‘“\
Mow I know how man \ - T / Umm.. Question -- .
|' blocks to download, ﬂ:d | Download data from the neures}\, | What happens when \
| the datanodes where eac

| . o )
h datanode (the first in list) | the datanode is dead, |
block is stored Z \\ /

3 \ or does not have the data, |
. / ~|Please give me block n or the data is cnrrupfey
Iéu I download each blmhl /—.<, i —

@ in turn, like so -- / A
o \ -

_ . . ] Actually, HDFS can very elegantly
— T — handle these faults and more

DATA for block n as we will see next —-

66
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STHRAESLI2 i

g NN:NameNode —_——
Win7 Client Hadoop£ET DN:DataNode
Rack #1282
Block1 S Ae v Switch block1:host2 host1,host3
EileA 64M ’ block2:-host7 host8._host4
100M Biocio w
36M
P,
NN DN DN
(master) (hostl) (host5)
DN DN DN
(host2) (host3) (host4)
DN DN DN
(host6) (host7) (host8)
Rack1 Rack2 Rack3

a. client[dlnamencde Zi=1EEa <.
b. namenocdeEEMetadata{S2 , iR[OlfileARIblockBI{E,
blockl:host2 hostl host3
block2:host7 host8 host4
¢. blockRMirE2 25 5cEINFRY , FoiEblock]l , FHiZtblock?. TMBblocklZFhost2 Hi=HY ; #AGblock? , F=host7_Hi=EEY ;

FmEElF |, clientfrFH1E2450 |, BEANRelientir FHZEAE-MDataNode _t , il client2host6. I EZHIAIRHE | iE1&09

HIfEE -
E e A5 _EaYEE. m



HDFSZE alHl(1)

-5 SR

FAULT I: NODE FAILURE

FAULT II: COMMUNICATION FAILURE

FAULT III: DATA CORRUPTION

—

There are typically three kinds of fﬂuffs:\
The first is NODE FAILURE

N _/

Goodbye,
. cruel world ;

@e(t—:ond is COMMUNICATION FﬂILUR\

IK {cannot send and receive data) j

Third is DATA CORRUPTION

Data can be corrupted while
sending over network

e -
Or corrupted while it is
stored in hard disks L

DETECTION #1: NODE FAILURES

DETECT‘INE DATANDDE FAILURE

NOTE:

If Mamenode is dead,
the entire cluster is dead!
MNamenode is the SINGLE

POINT OF FAILURE

Instead, let's focus on
how datanode failures
are detected

(=[]

We send HEARTBEAT
message every 3 seconds.
This is our way of

\\ saying we are alive

Kf; don't get a messn%

[@nnade is dza;:l tome

in 10 minutes, the

/(T may be ALIVE and

i

%,
b

there wasonlya |
network failure, but

the namenode treats

both as same) ff'h:::"@

&
- -
e I

68
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HDFSZSEEMNA(1) - K e EE]

Q

DETECTION #2: NETWORK FAILURES

DETECTION #3: CORRUPTED DATA

DETECTING CORRUPTED HARD DRIVES

Whenever data is sent,
an ACK is replied by the reciever

Checksum is sent along with

transmitt

ed data

Data

—

Lk

ACK

|

.
oy
e — - -
— "---....f_---*

If the ACK is not received (after several
retries), the sender assumes that the host
is dead, or the network has failed

Checksum ; Data

/Mf reover, when I store
| data in hard disks,
I also store the checky

/-

ﬁ:i odically, all daTﬂnoQ

| send BLOCKREPORT to |

\ the namenode ’//

List of all
blocks I have

Before sending block report
I check if checksums are ok. III
I don't send info for

\biacks that are carruprey

T have
four blocks

——— —

RECAP: HEARTBEAT MESSAGES

AND BLOCK REPORTS

We send heartbeats eve \

/huughT he had five

blocks.. so cne

Qﬂtk is corrupted /

\E\SEconds to say we are ﬂlwz

T ——

HEARTBEAT

BLOCK
REPORT

@ send block repu%
and we skip blocks

[
\ that are car‘rup‘ted<
> (which is how the
namenode will know
which blocks are lost)
—— __—o—""f//
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HDFSZssEH 41 (2) - x5 #r= R E

e — e ——

HANDLING WRITE FAILURES e —

— —_—— /}I’Aureuver, each datanode repfig /5‘; if T don't get ACKs from some

One thing I should have said earlier.. ( back an ACK for each packet to | | datanode, T know it is dead. |

T write the block in smaller data | \ confirm fhat they got 'T/ \I adjust the pipeline to skip him
units (usually 64KB) called "packets" — — —

ACK

e

//Here s the adjusted prpelma\l ——

[ MNote that the block will be '

R b hen I ask m
| "under replicated", but Thennmenudejl ﬂmem ettt |

i

If one datanode is dead, \

Gl"i?.ﬂd from the others in the Iis:y

— -

ot Data? No?

i_"# Got Data?
DM1,DMN 2, DN 3

. location of a block, the
will take care of that later on namenode gave me .
ch‘rmns of all du‘rnnudes/
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HDFSZSEMLA(3) - R TS mirE]Ea]

/fFirsf—— I must tell y

—

ou

_ — UNDER REPLICATED BLOCKS
about the two tables I keep.. I continuously update Thb
\ two tables-- / - -
—_— - — — . /—>"__ o
. I scan the first list (list
List of Blocks / If I find ablock on a datanode \. of blocks) periodically, and see if |
Block 1 - stored at DN1, DN2, DN3 | is corrupted, I update first table |I| there are blocks that |
Block 2 - stored at DN1, DN4, DN5 @'f removing bad DN from block’s w \\ are not replicated properly
Dat nLI;T ?f. ﬁgﬂgr?fl 2 /;md if I find thata da‘runod;\ (" - T
Datanode 2 - has block 1.5, @ died, I update both mbllai) {rlese are called "under replicated" blocks |
E f" d i d h!ka Could you copy the r;/Jl.,lr'nr'm_. one more question: All of \
or all under-replicated blocks, ﬁ block from that datanode I
I ask other datanodes to copy
them from datanodes that

this works if there is atleast one valid

!

szy of the block somewhere.. right? /

Hey, I need to ~ —
copy a block from you

have the replica

1 like sg --

That's correct. HDFS cannot
guarantee that atleast one
replica will always survive.

But it tries it best by smartly
selecting replica locations,

as we will see next --

Here you go..

/1
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HDFSRIARE R

RACKS AND DATANODES SELECTING FIRST REPLICA LOCATION

@member‘ I promised to tell
|' you how I select datanode

The cluster is divided infe RACKS
Each rack has multiple datanodes

locations for storing the - =
replicas of a block?
\M____ P J : — l/I;;e writer is a member of clusD
. - | == k it is selected as first replica j
Eﬁ Z Otherwise some Fﬂﬂdﬂm{"l

@rs'r replica location is simple:

@19 tight.. here it goes.. |

-
Rack 1 Rack 2 Rack 3 Qﬂfnnnde ¢ salec’rei/
NEXT TWO REPLICA LOCATIONS SUBSEQUENT REPLICA LOCATIONS — T T
Pick a different rack than first replica's Pick any random datanode, //PIE’“SE note the fine print: sometimes \
SiLEEIf_W@ﬁ:EFEHT dafanode on that rack if it fiﬂfﬂﬁ these two ff'_*}_df“"“s’ :' T?ﬁiehrﬁociaszd;:::i ::r_tﬁ; ::rﬁ“s?:gr:zi{:dd, |
Q‘i\r‘sT FEPliff/ /n/e;T two rep@- @one replica per damnnd;‘ \ (convenient eh?) /

_ _ - N —

- T Also, HDFS allows you use your
‘ ﬂ—ﬂ ﬁ /ﬁ‘;‘_“’i,'rw” own placement algorithm,
E.'ﬁ %@ icas | So if you know a better

per F‘ﬂﬂy algorithm, don't be shy now...
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GFSFIHDFSYLEY,

v {112k o Master/slave ( Sf—FiEi+B& Master/slave ( f—FiE2H+ 28T
THEM ) fE)
i35 SHAHRR SHAXLHRS

o ItERESER B SR RIS HILIEECH BEERS RNSHITH
ENHR(ELE AFSERRARENR—XE ., RAw—XIIFHENESEE . FIRBEE

FIEESBIE FRE MR RELFEFES IC RV,
et m HERZS , GiEleaseiSi¥ , # FTEHEZS . FFELeaselFiN
PiENNRmasterf T{ES

Masteriagase TmasterfIEIER&{D , master MasterfiE3ERE ATIEH] . master
LI iﬁﬁ- ﬁgmimaﬂerﬁ KW, WEALSTM

WREERYSZIS B PISIRcopy-on-writefliREE  FRHIRARLIEE
{9SCIERRFRIR T BE
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Cloud Simulation Tools
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Tools

CloudSim
CloudAnalyst
GreenCloud
ICanCloud
MDCSIim
NetworkCloudSim
WorkflowSim
VirtualCloud
IFOgSIim
CloudSched
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CloudSim

Motivation

= Provides a generalized and extensible simulation
framework that enables modelling, simulation, and
experimentation of emerging Cloud Computing
Infrastructures and application services

= CloudSim is developed in CLOUDS Lab directed by
by Prof. Rajkumar Buyya, University of Melbourne

= The most popular version released in 2012

3 Way To Innovation




CloudSim

Main Features

= CloudSim models data centers, virtual machines,
service brokers, and resource provisioning methods

= Provides a flexible switching between space-shared and
time-shared allocation of processing elements to
services

= Researchers can implement cloud-based application by
very less effort and time and test the performance in
heterogeneous environments
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CloudSim

Many leading organizations and universities
around the world are using CloudSim for:

= Cloud resource provisioning

= Energy-efficient management of data center resources
= Optimization of cloud computing

= Research activities

Limitation: No Graphical User Interface (GUI)
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SH
LT

User code

Simulation
Specification

Cloud
Scenario

Usar
Reqgurameants

Application
Configuration

Scheduling
Policy User or Data Center Broker
CloudSim
User
Virtual
Interface Cloudiet < | M;c:me | >
Structures
VM Cloudiet VM
Services Execution Management
Cloud CPU Memory Storage Bandwidth
Services Allocation Allocation Allocation Allocaton
—
Cloud Eventa Sensor Cloud Data Center
|Resources Handling Coordinator
—
Network Message delay
Network Topology Calculation

CloudSim core simulation engine

Figure 3. Lavered CloudSim architecture.




—
CloudAnalyst T U

Motivation:

= A lack of tools that enable developers to evaluate
requirements of large-scale Cloud applications in terms
of geographical distribution of both computing servers
and user workloads

= Simulate large-scale Cloud applications with the
purpose of studying the behavior of such applications
under various deployment configurations
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CloudAnalyst

Main Features:

= Easy to use GUI

= Graphical output

= Use of consolidated technology and ease of extension

= Ability to define a simulation with a high degree of
configurability and flexibility

= Repeatability of experiments
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GreenCloud

Motivation:
= T he lack of detailed simulators on the market

= GreenCloud is a sophisticated open source cloud computing
simulator

= GreenCloud as been elaborated in the context of the GreenlT
project
Main Features:

= Simulation environment for energy-aware cloud computing
data centers

= | he extension of the well-known NS2 network simulator

= Focused mainly on the communications within a cloud, I1.e., all
the communication processes are simulated at packet level
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[Task Schedulerﬂ«l [ Data Center J
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ICanCloud

Motivation

= Predict the trade-offs between cost and performance of
a given set of application executed in a specific
hardware, and then provide to users useful information
about the such costs

= Simulate instances types provided by Amazon
= Developed by a research group (ARCOS) from Spain

Main Features:

= Customizable VMs can be used to quickly simulate
uni-core/multi-core systems.

= User-friendly GUI to ease the generation of large
distributed models
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Cloud System

[ System architecture

~

7

| VMs deployment ’

Cloud Hypervisor

N

‘ Job management ] [ Brokering policies

{ Cost policies ]

Application repository

| Phobos

{ User-defined applications ]

N

[ Map-reduce }

VMs repository

User-defined instances FEC2 instances

Basic Systems API

P S R S M M S M S s e e e o

Hardware models

CPU system
models

Memory system
models

Storage system
models

Network system
models
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Comparisons of Cloud
Simulation Toolkits (SMPT’ 2015)&8d®

Table 1
Comparison guideline.

Items CloudSim |20] GreenCloud |9 iCanCloud |3] CloudSched |25
Platform Any NS2 OMNET, MPI Any
Programming language Java C++/OTcl C++ Java
Availability Open source Open source Open source Open source
Graphical support Limited (Via CloudAnalyst) N N Y

Physical models N Limited (Via Plug-in) Y Y

Maodels for public cloud N N Y Y

Parallel experiments N N Y N

Energy consumption Y Y N Y

Migration algorithms Y N N Y
Simulation time Seconds Tens of minutes Seconds Seconds
Memory space Small Large Medium Small
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Comparisons of Cloud S
Simulation Toolkits (SMPT' 2015)EH

(a) (b)

@ 100000-
©
2 __3000-
& 10000~ E
c < 2500-
e 5
$ 1000~ i 2000~
= £
g 3 1500
£ icancl °° 1 5K VMs iCanCloud
s 19} ; SKS\‘;MVr;oudSinow 8 5K VMs cloudSim
5 ' i 2 - 25K VMs iCanCloud
2 2,5K VMs iCanCloud > 1000 ] ,
5 40 2.5K VMs cloudSim g 2,5K VMs cloudSim
H , ¥/ 1K VMs iCanCloud E  500- 1K VMs iCanCloud
u 1K VMs cloudSim = Sr 1K VMs cloudSim
1z 500 VMs iCanCloud 0 — | )/ 500 Vs icanCloud
1000 500 VMs cloudSim 1000 10000 500 VMs cloudSim
! 50000 A 50000
Number ofJobs 250000 Number of Jobs 250000

Fig. 6. Performance comparison of CloudSim vs. iCanCloud [4].

(a) (b)
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2 250000 o 1600
E § 1400
.é 200000 '-E_ 1200
3
2 150000 £ 1000
5]
3 CloudSim 10kPMs ; o CloudSim 10kPMs
2 100000 CloudSchedl Ok PMs 600 CloudScheleIl\c'EMs
E 2 CloudSim 5k P
= 2 400 CloudS_chedSkng
50000 ‘CloudSched 2. 5kPMs mgggﬂféc'?zzsi'ﬁw
CloudSim 1k PMs 200 CloudSim 1kPMs
o /CloudSched 1k PMs CloudSchedl kPMs
b CloudSim 0.5k PMs 0 - CloudSim 0.5kPMs

10k CloudSched0.5k PMs 10k CloudSched0.5k PMs

500k 30k 250k spok
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50k
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Fig. 7. Performance comparison of CloudSim vs. CloudSched.



