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Abstract—Large language model (LLM) serving demands
substantial compute and memory resources under dynamic
workloads. Model switching has emerged as a promising strategy
to balance service quality and system throughput. However,
existing model switching approaches typically require restarting
the service or recomputing previously generated tokens, causing
significant redundant computation. We propose ReKV, a cross-
precision model switching mechanism that persistently reuses
KV cache states across model transitions. By eliminating prefix
recomputation, ReKV enables seamless switching during ongoing
generation. ReKV extends FlashInfer CUDA kernels to support
multi-segment KV representations without data movement, and
employs a layer-wise weight transfer strategy that overlaps
weight loading with token generation to reduce switching latency.
Experimental results show that ReKV achieves a peak overlap
ratio of 13.07% between weight loading and inference, improves
system throughput by up to 1.36×, and reduces Service Level
Objective (SLO) violation rates by 86.59% on average compared
with static high-precision configurations.

Index Terms—Large Language Model, Cross-Precision Infer-
ence, KV Cache Reuse, Model Switching, LLM Serving

I. INTRODUCTION

LLMs have become foundational infrastructure for AI
services, powering applications such as conversational en-
gines [1]–[4], code generation [5], [6], and search [4], [7]. In
production, LLMs are deployed as online serving systems that
must meet stringent latency requirements, high throughput de-
mands, and cost constraints. To enhance serving efficiency and
reduce hardware expenditure, practitioners increasingly adopt
quantized model variants (e.g., 4-bit, 8-bit, and BF16) [8]–
[11]. However, real-world serving workloads are inherently
dynamic, creating a fundamental tension between efficiency
and quality in LLM serving.

Existing serving systems treat each model as an isolated
instance [12]–[14]. As a result, switching between models
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typically requires reloading weights and recomputing prefix
tokens, since the Key-Value (KV) cache stores intermediate
attention states for previously generated tokens and consumes
substantial GPU memory [15]. This design results in sub-
stantial computational overhead and prevents seamless cross-
precision inference.

To address this limitation, we propose ReKV, a cross-
precision model switching mechanism that persistently reuses
KV cache across model variants. ReKV manages KV cache in
a segmented, non-contiguous layout and optimizes FlashInfer
CUDA kernels [16] to support efficient attention computation
over multi-segment KV states. In addition, ReKV employs
a layer-wise weight transfer strategy that overlaps weight
loading with ongoing token generation.

In summary, this paper makes the following contributions:
• We propose ReKV, a framework for persistent KV cache

reuse across precisions, incorporating a layer-wise weight
transfer strategy for seamless model switching.

• We design FlashInfer CUDA kernel optimizations that en-
able efficient attention computation over segmented, non-
contiguous KV cache layouts without data movement.

• Evaluated on real-world workloads, ReKV achieves a
peak overlap ratio of 13.07% between weight loading and
inference, improves system throughput by up to 1.36×,
and reduces SLO violation rates by 86.59% on average
compared with static high-precision configurations.

II. BACKGROUND

A. LLM Inference

Autoregressive generation. LLM inference consists of two
stages: prefill and decode. In the prefill stage, the model
processes the input prompt to establish the initial context. A
key optimization in this stage is the construction of the KV
cache [17], where the Key and Value tensors for input tokens
are computed and stored, avoiding redundant computation in
subsequent steps. The stage ends with the generation of the
first output token. The model then enters the decode stage,
where each generated token is fed back as input. Instead
of recomputing the full sequence, the transformer reuses the
stored KV cache and computes K and V only for newly
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generated tokens. This process continues autoregressively until
generation terminates.

B. Quantized Model Serving

Model precision and memory footprint. We adopt Meta-
Llama-3-8B-Instruct [18] as the high-precision model (BF16)
and its 4-bit GPTQ-quantized variant [8] as the low-precision
counterpart. As shown in Table I, quantization substantially
reduces the memory footprint, compressing weight size from
14.97 GB to 5.36 GB and freeing GPU memory for larger
KV cache during high-concurrency inference. Although quan-
tization introduces a minor accuracy trade-off, the degradation
remains limited across benchmarks. Crucially, the 4-bit model
enhances inference efficiency, raising throughput from 3180.48
to 3902.73 tokens/s.

TABLE I
COMPARATIVE ANALYSIS OF HIGH-PRECISION (BF16) AND

LOW-PRECISION (GPTQ 4-BIT) LLAMA-3-8B-INSTRUCT MODELS.

Attribute BF16 (High) GPTQ 4-bit (Low)

Weight Size ∼14.97 GB ∼5.36 GB
Throughput (tokens/s)† 3180.48 3902.73

Benchmark
GSM8K [19] 75.44 72.55
NaturalQuestions [20] 26.51 22.60
RACE-High [21] 81.20 78.72
MMLU [22] 67.56 64.31
WinoGrande [23] 66.38 64.09
† Measured using vLLM [12] with a concurrency of 128.

Strategic KV cache reuse. Model switching across pre-
cision variants can improve serving efficiency, but existing
systems typically recompute KV cache after switching. We
observe that models with identical architectures but different
precisions produce KV cache tensors with the same structural
layout, enabling KV reuse across models without recomputing
previous tokens.

III. MOTIVATION

A. Performance Bottleneck under High Workload

To motivate the need for cross-precision switching, we
analyze system behavior under increasing workload when
serving exclusively with either a high-precision BF16 model
or a low-precision 4-bit model.

At low concurrency, both BF16 and 4-bit models scale
nearly linearly. As concurrency increases, BF16 rapidly ap-
proaches KV cache saturation, causing the number of running
requests to plateau (Fig. 1(a)(b)). Once KV capacity is ex-
hausted, newly arrived requests must wait for KV memory to
be released, resulting in rapid queue buildup (Fig. 1(c)).

In contrast, 4-bit precision reduces model memory footprint
and frees additional GPU memory for KV cache allocation.
As a result, 4-bit serving sustains more concurrent decoding
streams, delays KV saturation, and achieves higher throughput
under high workloads (Fig. 1(a)(b)(c)).

These observations reveal a key tension in LLM serving:
high-precision models offer better output quality, while lower-
precision models improve KV capacity and throughput. This
trade-off motivates our cross-precision switching mechanism.

B. Switching Overhead and Recovery Cost

To evaluate the adaptive capabilities of ReKV, we construct
a workload trace using a Non-Homogeneous Poisson Process
(NHPP). The requests per second (RPS) rises from 1 to 3 and
then declines back to 1, and the precision switch is triggered
at the peak load (RPS = 3).

Adaptive throughput scaling. Fig. 1(d) shows how ReKV
responds to the NHPP-modeled traffic. At t ≈ 240s, when
the arrival rate enters the peak phase, the system switches
from BF16 to 4-bit precision. After a brief transition period,
throughput rises from ∼1500 tokens/s to over 2000 tokens/s.
At t ≈ 490s, as the workload declines, ReKV switches back
to BF16 precision.

Acceptable switching overhead. ReKV leverages pinned
CPU memory, asynchronous host-to-device transfers, and
layer-wise weight loading to accelerate model restoration. In
our experiments, the 4-bit Meta-Llama-3-8B-Instruct resumes
serving within 3s, while the BF16 model recovers within 5s.

IV. SYSTEM MODEL

A. Overview of Architecture

We present ReKV, a framework for seamless cross-precision
model switching with persistent KV cache reuse in LLM serv-
ing. ReKV manages the lifecycle of model weights and KV
cache states to maintain inference continuity during precision
transitions. Fig. 2 shows the overall architecture, where the KV
cache lifetime is decoupled from individual model instances.

Layer-wise Weight Loader. The Layer-wise Weight Loader
enables seamless model transitions by managing weights at
layer granularity. Triggered by the Scheduler, it progressively
evicts the active model’s weights after each layer’s compu-
tation, releasing GPU memory immediately, while streaming
target model weights from host memory via asynchronous
transfers (➁).

Memory (KV) Manager. The Memory (KV) Manager
handles KV cache allocation and access. For cross-precision
switching, it maintains two physically non-contiguous KV
regions. Segment A stores pre-switch KV tensors, while
Segment B utilizes the memory freed by reduced weight
footprints to expand capacity. To facilitate unified attention
over these disjoint regions, the manager exposes four point-
ers (kA, vA, kB , vB) (➂) to the execution backend, enabling
logically concatenated attention without data migration.

Modified FlashInfer Kernel. The Modified FlashInfer Ker-
nel extends paged-KV attention to support segmented KV
caches using multiple KV pointers. At runtime, KV page
fetches are routed to specific segments based on page in-
dices, enabling attention over a logically unified KV sequence
without copying. Furthermore, the execution pipeline partially
overlaps computation with weight transfers (➃).
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Fig. 1. Precision trade-offs and dynamic switching in LLM serving. (a) Peak KV cache utilization. (b) Peak number of running requests. (c) Throughput (left
axis) and average pending queue length (right axis). (d) System throughput under an NHPP-driven ShareGPT workload with adaptive BF16↔4-bit switching.

Fig. 2. Overview of ReKV.

B. Layer-wise Pipeline Scheduling

To minimize transition latency, ReKV replaces the tra-
ditional ”stop-and-load” approach with Layer-wise Pipeline
Scheduling, overlapping weight migration with computation.
Upon a switching trigger, ReKV transitions at layer granularity
rather than swapping the entire model. For the outgoing
model (e.g., BF16), each layer is executed and its GPU-
resident weights are immediately released upon completion.
In parallel, the target layers (e.g., 4-bit) are prefetched from
host memory via asynchronous transfers. By interleaving BF16
layer execution and memory release with host-to-GPU loading
of upcoming 4-bit layers, ReKV partially overlaps data transfer
with computation during the transition (Fig. 3).

Once the outgoing model finishes its final layer, ReKV
begins executing the arrived 4-bit layers while the remaining
layers are still loading. This streaming-style execution reduces
visible overhead and smooths peak GPU memory usage during
the transition.

C. Constraints and Objectives

To ensure system stability during high-workload transitions,
we characterize ReKV’s memory footprint and switching

Fig. 3. Overlapping layer-wise computation and weight migration. ReKV
orchestrates a computation stream (comp) for inference and a loading stream
(load) for asynchronous weight transfer.

latency. Our goal is to maximize the overlap ratio between
computation and weight migration while minimizing SLO
violation rate under GPU memory constraints.

Memory footprint constraint. ReKV ensures that GPU
memory usage remains within capacity during the overlap
phase, where residual weights and target weights temporarily
co-reside.

Mpeak = M
(A)
KV +M

(B)
KV +Mw +Mbuffer ≤ ΦMtotal, (1)

where M
(A)
KV and M

(B)
KV are historical and appended KV

segments, respectively, Mw denotes resident model weights,
and Mbuffer accounts for temporary computation buffers. Mtotal
is the total GPU memory, and Φ is a predefined gpu-memory-
utilization to prevent out-of-memory (OOM) errors during
kernel execution.

Switching latency objective. The switching latency (Tswitch)
is defined as the interval from the trigger signal to the
generation of the first token by the successor model. Under
layer-wise overlapping, the total switching latency is:

Tswitch =
∑
c∈C

(
Tcomp(cBF16) + δc + Tcomp(c4bit)

)
, (2)

where Tcomp(·) denotes computation time and δc denotes the
pipeline bubble caused by delayed 4-bit weight arrival:

δc = max
(
0, Tarrival(c4bit)− Tready(c4bit)

)
. (3)

Overlap ratio definition. To quantify the efficiency of
concurrent execution, we define:

1000



Algorithm 1 Incremental KV Page Allocation and Mapping
Input: free pool S, current page count Nold

Output: Updated S, allocated IDs Pout

1: {Stage 1: Dynamic Capacity Expansion}
2: if SwitchTriggered then
3: Nnew ← GetBudget(SuccessorModel)
4: if Nnew > Nold then
5: Create Segment B with (Nnew −Nold) pages
6: split_id← Nold

7: Pnew ← Arange(Nold, Nnew)

8: S ←

{
Concat(S, Pnew) if |S| > 0

Pnew otherwise
9: end if

10: end if
11: {Stage 2: Addressing and Storage}
12: Pout ← AllocatePages(S)
13: for each p ∈ Pout do
14: if Segment B exists and p ≥ split_id then
15: Write(K,V )→ Segment B[p− split_id]
16: else
17: Write(K,V )→ Segment A[p]
18: end if
19: end for
20: return S, Pout

Tserial =
∑
c∈C

(Tcomp(cBF16) + Tload(c4bit) + Tcomp(c4bit)) , (4)

where Tload(c4bit) denotes the transfer time of 4-bit weights
from host memory to GPU memory.

The overlap ratio is defined as:

Roverlap =
Tserial − Tswitch∑
c∈C Tload(c4bit)

. (5)

V. ALGORITHM DESIGN

A. Incremental KV Page Allocation and Mapping

Algorithm 1 details ReKV’s procedure for physical KV page
allocation and mapping during model switching.

Switch-time KV expansion and free-page append. Upon
a switch trigger, ReKV determines the page budget Nnew re-
quired by the successor model (line 3). If it exceeds current ca-
pacity, a new physical buffer (Segment B) is instantiated (lines
4-9), and the free-page pool S is populated with incremental
global page IDs (lines 7-8). This enables immediate utilization
of expanded capacity without re-indexing Segment A.

Segment-aware KV storage. To support non-contiguous
layouts, ReKV employs segment-aware routing (lines 13-19).
For each physical page ID p, the system checks its range rel-
ative to split_id (line 14). Pages exceeding this threshold
are routed to Segment B at a local offset of p − split_id
(line 15); otherwise, they are stored in Segment A (line 17).

B. Layer-wise Pipeline Scheduling

Algorithm 2 defines the layer-level timeline for switching
from the BF16 model MA to the 4-bit model MB .

Execution and overlap. Upon a switch trigger, ReKV
initializes MB in a deferred-loading state (lines 3-4). The core

loop (lines 7–12) overlaps the compute stream Scomp, which
executes BF16 layers and immediately frees their weights
(lines 8-9), with the loading stream Sload, which concurrently
fetches target 4-bit layers (line 10).

Early start of the successor model. ReKV does not require
full model residency to resume inference (lines 14-18). As
soon as the initial MB layers arrive (line 15), the compute
stream initiates a partial forward pass (line 16), masking the
remaining migration latency behind ongoing computation.

Algorithm 2 Layer-wise Pipeline Scheduling
Input: Active model MA (BF16), target model MB (4-bit), streams
{Scomp, Sload}, components C

Output: Overlapped weight migration and continuous inference
1: {Stage 1: Deferred Initialization}
2: if SwitchTriggered then
3: MB ← CreateDeferredModel()
4: Lready ← 0 {Count of available layers for MB}
5: end if
6: {Stage 2: Layer-wise Dependency with Overlapping}
7: for each c ∈ C do
8: Scomp ← Run(MA, c)
9: Sync(Scomp, c)⇒ Free(MA, c)

10: Sload ← AsyncLoad(MB , c)
11: Sync(Sload, c)⇒ Lready ← Lready + 1
12: end for
13: {Stage 3: Pipelined Successor Execution}
14: while InferenceNotFinished do
15: if Lready > executed depth then
16: Scomp ← RunAvailableLayers(MB , Lready)
17: end if
18: end while

VI. EVALUATIONS

This section evaluates ReKV’s effectiveness in balancing
inference performance and model precision under dynamic
workload fluctuations.

A. Experimental Settings

Testbed. Experiments are conducted on a server equipped
with an NVIDIA A100-PCIE (40GB) GPU and Intel(R)
Xeon(R) Gold 6230R CPUs (@2.10GHz) with 251GB RAM,
interconnected via PCIe 4.0 x16.

Models. Our experiments employ the Meta-Llama-3-8B-
Instruct [18] family, specifically transitioning between BF16
and 4-bit GPTQ variants. All models are deployed on a single
GPU with a maximum sequence length of 4,096 tokens. To
ensure seamless KV reuse during transitions, the KV cache
for all models is maintained in bfloat16 precision.

Workloads and traces. We utilize the ShareGPT and
BurstGPT [24] datasets, with their length distributions sum-
marized in Table II. Request arrivals are modeled as an NHPP
to evaluate system performance and SLO compliance under
varying workload intensities.

Baselines. As ReKV is orthogonal to existing inference
engines (e.g., vLLM [12] and SGLang [13]), we implement
it as a pluggable module to isolate its performance gains.
We compare ReKV against two switching baselines: (i) Re-
computation Switch (ReComp): unload BF16, load 4-bit, then
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TABLE II
INPUT AND OUTPUT LENGTH OF SHAREGPT AND BURSTGPT.

Dataset Type Mean P50 P80 P95 P99

ShareGPT Input 297 183 553 798 1714
Output 183 100 330 619 770

BurstGPT Input 673 516 1080 1771 2730
Output 329 340 537 739 932

recompute the KV cache for in-flight requests before resuming
inference. (ii) Co-resident Serving Switch (CoServe): co-locate
BF16 and 4-bit models on the GPU, serving in-flight requests
with BF16 and new requests with 4-bit.

Metrics. Performance is evaluated via: (i) latency, including
time-to-first-token (TTFT) and time-per-output-token (TPOT),
(ii) throughput, measured in tokens per second (TPS), and (iii)
SLO violation rate.

B. Serving Performance

We evaluate serving performance as the RPS scales from
7 to 10 on the ShareGPT and BurstGPT datasets. We report
mean and P99 e2e, TTFT, and TPOT latencies, with an SLO
violation defined as e2e latency exceeding 30 seconds.

Dynamic switching efficiency. Fig. 4 compares three
switching strategies triggered at 8 RPS: (i) ReComp pauses
inference for full model loading and KV recomputation. (ii)
CoServe co-locates BF16 and 4-bit models. (iii) ReKV per-
forms layer-wise weight loading and directly reuses BF16-
generated KV caches.

Before the switch, ReComp and ReKV perform similarly
to a standalone BF16 instance, whereas CoServe exhibits
higher latency due to reduced KV cache capacity. At the
switching point, ReComp suffers the largest latency spike from
synchronous weight loading and KV recomputation. CoServe
also experiences performance degradation due to memory
contention between co-located models. In contrast, ReKV
minimizes the transition overhead through layer-wise weight
loading and zero-copy KV reuse, resulting in a significantly
smaller latency spike than both baselines. After the transition,
ReKV converges to the high-efficiency 4-bit regime while
maintaining stable serving performance.

Throughput and SLO violation rate. As shown in Fig. 5,
the 4-bit configuration consistently achieves higher throughput
and lower SLO violation rates than BF16 across both datasets.
On the ShareGPT trace, BF16 reaches about 1143 tokens/s
at 10 RPS, whereas the 4-bit model achieves around 1546
tokens/s. Meanwhile, the BF16 violation rate rises to 4.2% at
10 RPS, while the 4-bit model maintains zero violations.

When switching is triggered at 8 RPS, all methods expe-
rience temporary performance degradation. ReComp incurs
the largest violation spikes due to full weight loading and
KV recomputation, while CoServe suffers from compute and
memory contention. In contrast, ReKV suppresses the viola-
tion peaks through KV reuse and layer-wise weight loading,

enabling smoother transitions and faster convergence to the
4-bit serving regime.

C. Quality Evolution during Mid-Inference Transition

To study the impact of dynamic precision scaling on model
reasoning and language capabilities, we evaluate ReKV on
five benchmarks: GSM8K [19], NaturalQuestions [20], RACE-
High [21], MMLU [22], and WinoGrande [23]. We introduce
three transition points—P25, P50, and P75—which correspond
to switching from BF16 to 4-bit precision at 25%, 50%, and
75% of the generated tokens, respectively.

Quality preservation under mid-inference switching.
Table III shows that transitioning to lower precision mid-
inference does not lead to significant quality degradation. In
many cases, the P25 and P50 configurations achieve results
comparable to the BF16 baseline. Across all benchmarks,
the mid-transition configurations remain significantly closer
to BF16 than to the static 4-bit configuration.

Semantic anchoring through KV reuse. During the early
generation stage, the BF16 model establishes a high-fidelity
semantic context and reasoning trajectory. By reusing these
KV states, the 4-bit model inherits the historical context and
continues generation along the established trajectory, maintain-
ing high output quality despite reduced numerical precision.

TABLE III
COMPARATIVE ANALYSIS OF STATIC PRECISION (BF16, 4-BIT) AND

MID-INFERENCE PRECISION TRANSITION (P25, P50, P75) FOR
META-LLAMA-3-8B-INSTRUCT MODELS.

Benchmark BF16 P25 P50 P75 4-bit

GSM8K [19] 75.44 76.33 76.57 75.44 72.55
NaturalQuestions [20] 26.51 26.51 26.84 26.62 22.60
RACE-High [21] 81.20 81.43 81.24 81.60 78.72
MMLU [22] 67.56 67.63 66.73 66.85 64.31
WinoGrande [23] 66.38 65.79 66.46 66.21 64.09

D. Overlapping Efficiency

To evaluate the efficiency of ReKV, we analyze the pipelined
model switching efficiency. We investigate the overlap ratio
on the ShareGPT and BurstGPT datasets under varying re-
quest concurrency. As illustrated in Fig. 6, ReKV consistently
achieves a high overlap ratio that increases with request
concurrency. For ShareGPT, the overlap ratio grows from
7.04% to 13.07%, while BurstGPT reaches 11.64%, indicating
that ReKV can better overlap weight loading with ongoing
execution under heavier workloads.

VII. RELATED WORK

A. LLM Serving Optimization

Recent LLM serving systems primarily optimize single-
model inference through memory management and request
scheduling. vLLM [12] introduced PagedAttention to manage
KV caches in disjoint physical blocks, reducing memory frag-
mentation. Systems such as Orca [14] and TGI [25] introduced
Continuous Batching to improve throughput and reduce GPU
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Fig. 4. Request e2e, TTFT, and TPOT latencies under dynamic switching configurations on ShareGPT and BurstGPT.

Fig. 5. Throughput and SLO violation rates under model switching

Fig. 6. Overlap ratio of computation and weight loading.

idle time. SARATHI [26] further proposed Chunked Prefill to
interleave prefill and decode stages. However, these systems
do not support model switching and typically treat each model
as an independent resource silo.

B. KV Cache Reuse
Existing work on KV cache reuse primarily focuses on elim-

inating redundant computation within the same model instance
or optimizing data movement across memory hierarchies.
SGLang [13] introduced RadixAttention for prefix sharing
across requests, while vLLM implements prefix caching for
repeated contexts. Other systems, including FlexGen [27],
InfLLM [28], and Strata [29], offload KV cache across hi-
erarchical storage devices to support long-context inference.
However, these approaches focus on memory scaling rather
than cross-model KV reuse.

C. Model Switching
Recent work has explored adaptive serving strategies to

balance latency, throughput, and accuracy. We define model
switching as replacing a serving model with another while
preserving computed states (e.g., KV cache). Routing-based
methods such as Adaptive-Solver [30] dynamically select
models based on task difficulty but typically reprocess the full
context after escalation. Speculative Decoding [31]–[34] accel-
erates generation via draft-target model collaboration but does
not support runtime replacement across heterogeneous models.
DistServe [35] improves resource utilization by disaggregating
prefill and decode stages, yet assumes a fixed model and lacks
cross-model state transfer.

VIII. CONCLUSION

We present ReKV, a cross-precision model switching frame-
work that reuses KV cache to eliminate prefix recomputation
during model transitions. ReKV employs a non-contiguous
KV cache layout for zero-copy KV reuse, and a layer-
wise weight transfer to overlap weight movement with token
generation during switching. Experimental results show that
ReKV achieves a peak overlap ratio of 13.07%, improves
throughput by up to 1.36×, and reduces SLO violation rates
by 86.59% compared with static high-precision configurations.
Future work will extend ReKV to multi-GPU and cross-node
distributed LLM serving.
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