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Abstract. The architecture of large language model (LLM) inference
serving has evolved from monolithic deployments to microservice-based
horizontal scaling, and further to disaggregated architectures that decou-
ple the prefill and decode phases. However, the existing literature lacks
a systematic survey tracing this architectural evolution from core dis-
tributed systems principles. This chapter proposes a unified taxonomy
that characterizes the evolution along two orthogonal dimensions: the
software system dimension (monolith to microservices) and the resource
orchestration dimension (centralized to disaggregated), and provides an
in-depth analysis of core techniques including prefill-decode disaggrega-
tion, distributed KV cache management, request scheduling, and network
coordination. Based on publicly available benchmark data, the chapter
conducts a systematic comparative analysis of mainstream systems such
as vLLM, SGLang, TensorRT-LLM, and DistServe, and give insights on
the evolution of distributed architecture support for LLMs.
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1 Motivation and Scope

LLMs have become a cornerstone of modern AI services. However, serving LLMs
at scale presents significant system challenges, including GPU memory limita-
tions, dynamic workload variations, and tail latency under high concurrency. To
address these issues, inference serving architectures have undergone a notable
evolution—frommonolithic single-node deployments, through microservice-based
horizontal scaling, to emerging disaggregated architectures that decouple the
prefill and decode phases into independent resource pools.
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2 Research Gap and Objectives

Existing surveys on LLM inference serving provide broad overviews of model
optimization techniques, quantization methods, and single-system performance
tuning. Nevertheless, they often provide insufficient synthesis of system-level
issues such as architectural topology evolution, resource orchestration patterns,
distributed KV cache consistency, prefill-decode phase disaggregation, and cross-
node fault recovery. In particular, the microservice evolution at the software sys-
tem level and the disaggregated evolution at the resource orchestration level, as
two orthogonal dimensions, have not been systematically cross-compared in the
existing literature. Similarly, distributed KV cache management, network coordi-
nation mechanisms, and bottleneck shift patterns are often described in system-
specific language rather than analyzed under a common distributed-systems per-
spective.

Accordingly, the proposed chapter has two main objectives. First, it will
develop a systems-oriented taxonomy for analyzing the architectural evolution
of distributed LLM inference serving, covering architectural patterns (mono-
lith/microservices/disaggregated and their convergence), core distributed tech-
niques (prefill-decode disaggregation, KV cache management, scheduling, net-
work coordination), and bottleneck shift patterns. Second, it will use that tax-
onomy to compare representative systems and discuss how architectural choices
may shape throughput, latency, memory efficiency, and scalability in practice.

3 Proposed Chapter Organization

The planned chapter is organized as follows. Section 1 introduces the back-
ground, motivation, and scope of the survey. Section 2 reviews related work on
LLM inference serving, including inference optimization, serving systems, and
the positioning of existing surveys. Section 3 embeds the architectural taxon-
omy within the background chapter, characterizing the architectural evolution
along two orthogonal dimensions—the software system dimension (monolith →
microservices) and the resource orchestration dimension (centralized → disaggre-
gated)—and elaborates on the emerging paradigm formed by their convergence.
Section 4 provides an in-depth analysis of core distributed techniques, includ-
ing prefill-decode disaggregation (DistServe, Splitwise), distributed KV cache
management (PagedAttention, Mooncake), scheduling strategies (Orca, Sarathi-
Serve), and network coordination mechanisms. Section 5 offers a data-driven
cross-system comparison of key metrics based on publicly available benchmark
data. Section 6 discusses bottleneck shift analysis and limitations of existing ap-
proaches. Section 7 identifies future research directions, including network-aware
scheduling, RDMA-based KV cache transfer, and distributed cache consistency.
Section 8 concludes the chapter and provides an outlook.


